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Abstract: 

 

Stein’s method has recently been used to generate control variates which can improve Monte Carlo 

estimators of expectations when the derivatives of the log target are available. The two most 

popular Stein-based variance reduction techniques are zero-variance control variates (ZV-CV, a 

parametric approach) and control functionals (CF, a non-parametric alternative). This talk will 

describe two recent developments in this area. The first method applies regularisation methods in 

ZV-CV to give reduced-variance estimators in high-dimensional Monte Carlo integration. A novel 

kernel-based method motivated by CF and by Sard's method for numerical integration will also be 

introduced. The use of Sard's approach ensures that our control functionals are exact on all 

polynomials up to a fixed degree in the Bernstein-von-Mises limit, so that the reduced variance 

estimator approximates the behaviour of a polynomially-exact (e.g. Gaussian) cubature method. The 

benefits of the proposed variance reduction techniques will be illustrated using several Bayesian 

inference examples. This is work joint with Chris Oates, Toni Karvonen, Antonietta Mira, Chris 

Nemeth, Mark Girolami and Chris Drovandi. 
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Abstract: 

 

Piecewise-deterministic Markov processes (PDMPs) are an emerging class of Markov chain Monte 

Carlo methods for efficient sampling of complex targets. In practice, sampling from a PDMP 

involves simulating from a non-homogeneous Poisson process. This non-trivial task is usually 

accomplished through thinning, which requires simulating from an upper bound on the Poisson rate. 

The efficiency of the sampler is affected by how tight this upper bound is (statistical efficiency) and 

how quickly it can be simulated (computational efficiency). In this work, we explore the efficiency 

of PDMPs for sampling in a popular class of Bayesian inference models. Specifically, we focus on 

latent Gaussian models where there is a non-Gaussian response and the latent field is a Gaussian 

distribution controlled by a few hyper-parameters. We take advantage of the sparsity in the 

precision of the Gaussian field to ensure computational efficiency and derive tight upper bounds for 

the thinning in these models. Finally, we measure the potential of these methods alongside 

alternative MCMC methods. This is work joint with Paul Fearnhead. 

 

 

 

*Lancaster University, United Kingdom 


